
Modeling and Simulation II
[Adapted from ”Using Python in Introductory Physics”, developed by E.

Ayars, and additional on-line sources]

Models and Fits Practically everything you learn in physics class (not to
mention most of your other classes) is divorced from reality: frictionless surfaces;
perfectly spherical, homogeneous planets; no air resistance; and so on. There
is nothing wrong with this. In fact, comparing the predictions of idealizations
like these with experiment provides clues about which of the ignored factors is
important.

The formal name for this sort of idealizing is modeling. A model aids under-
standing and guides imagination by attempting to abstract from the (infinitely
complicated) real world components and patterns that might underlay the ob-
served phenomenon.

Among the goals of experiment are testing and suggesting models. In physics,
a model is operationalized as an equation or set of equations that is supposed to
describe some phenomenon. The experimentalist collects data and with them
checks the match between equations and behavior. Alternatively, when an ex-
periment encounters a phenomenon about which no model exists, an empirical
or functional description of the data in terms of a curve may suggest an appro-
priate model. Either way, it should be clear that fitting curves to data is an
important scientific practice.

Mathematically, of course, curves are equations or functions relating the in-
dependent variable(s) to the dependent variable. Such functions are themselves
characterized by their parameters. For example, a linear model, y = mx + b,
is characterized by two parameters, the slope, m, and the intercept, b. An
exponential model, y = Aebx, is also characterized by two parameters, the
coefficient, A, and the rate constant, b. Determining the parameters of an equa-
tion/function/model is referred to as “fitting.”

Curve Fitting Python, unsurprisingly, offers numerous tools to accomplish
this. We’ll be use curve fit, which comes with the scipy.optimize package.

This is a general fitting tool; the function (model) fit to the data is provided
by the programmer.

The first test of a model is determining how well its functional form follows
the data. The curve fit tool yields the parameters of the best fit of the data to
the user-provided function. It also quantifies uncertainties in these parameters.
With these, the quality of the fit to the data can be calculated. Once the
parameters of the best fit of the model to the data are determined, the quality
of the fit must be quantified, as must uncertainties associated with each of the
parameters. The curve fit tool provides parameter uncertainties directly, while
relationships between the results of the fit and the data allow measures of the
fit quality to be calculated.

The model may also predict the magnitude and/or sign of the parameters.
The fit results can be compared to these predictions, with respect to the uncer-
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tainties, as a way to quantitatively evaluate the model.
The arguments of the curve fit function required to return the information

we want are:

1. the function (model)

2. an array of values of the independent variable;

3. an array of associated values of the dependent variable; and

4. a list of initial guesses for the parameters.

If, as should be the case, the standard uncertainties associated with the depen-
dent value have been determined, curve fit should also be provided

5. an array of these uncertainties (the use of curve fit assumes the uncertain-
ties of the independent variable(s) to be much smaller than the uncertain-
ties of the dependent variable); and

6. an instruction to treat the uncertainties as the given values.

Weighting by uncertainties insures that higher quality, small-uncertainty
data take precedence over lower quality, large-uncertainty data.

curve fit returns the parameters of the model function and a so-called covari-
ance matrix. The diagonal elements of the covariance matrix are the variances
(assumed Gaussian) of the parameters of the fit. The square root of each vari-
ance gives the standard uncertainty associated with the respective parameter.

One measure of the quality of a fit is given by the coefficient of determination,
R2, a measure of the fraction of the variation in the data accounted for by the
fit. A value near one suggests the model explains most of the variability of the
dependent variable around its mean; a value near zero suggests that the model
explains little of the variability. It is calculated from the data and fit results as
follows:

R2 = 1 − SSres
SStot

where SSres is the sum of squared vertical distances of each point from the fit
curve (sum of squared residuals),

SSres =
∑
i

(yi − fit function at xi)
2

and SStot is the sum of squared difference of each y-value from the mean of the
y-values (total sum of squared differences),

SStot =
∑
i

(yi − ȳ)2
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R2 is difficult to interpret quantitatively: how close to 1 is a good fit and
how close to 0 is a poor fit? Because SStot grows faster than SSres (which on
average shouldn’t change at all) R2 systematically increases with the number
of data points. Furthermore, since it does not take into account the estimated
standard uncertainties of the dependent variable, it tends to be systematically
smaller for weighted fits than for unweighted fits. Finally, its value can exceed 1
and be less than 0 for non-linear fits, which can’t be interpretted as the fraction
of explained variance in the data and suggests that the mean of the dependent
variable is actually a better predictor of outcomes than is the model. In short,
use it with caution, particularly with non-linear models.

A somewhat better measure of the quality of a fit is the reduced chi-squared,
or chi-squared per degree of freedom, χ2

ν , where χ2 is the sum of squared vertical
distances of each point from the fit curve scaled by the estimated variance
(estimated standard uncertainty squared) associated with each point,

χ2 =
∑
i

(yi − fit function at xi)
2

σ2
i

where σi is the estimated standard uncertainty associated with each value of
the dependent variable, and ν is the number of degrees of freedom, which, in
this case, is the difference between the number of data points and the number
of parameters in the model,

ν = Number of data points − Number of parameters

Thus,

χ2
ν =

χ2

ν

The chi-squared is a probability distribution which depends on the number
of degrees of freedom. In general, as the equation shows, the more the data
deviate from the curve (the less likely the model fits the data), the larger the
value of the chi-squared, but, because it’s a sum of positive-definite values, the
chi-squared grows as the size of the data set grows. The reduced chi-squared
naturally removes this dependence on the size of the data set. However, there’s
another reason for a chi-squared being large, or small: the standard uncertainties
are poorly estimated. While χ2

ν � 1 indicates a poor model fit, χ2
ν > 1 may

suggest that either the model does not fit the data, or the estimated standard
uncertainties of the dependent variable are too small. On the other hand, χ2

ν < 1
indicates that the model fits the data “too well,” which could indicate that
either the model is too sensitive to statistical fluctuations in the data (which
can be the case when, for example, the model has too many parameters), or
the estimated standard uncertainties of the dependent variable are too large.
In principle, then, only when χ2

ν = 1 (or close to it) can we be comfortable
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concluding that the model matches the data and the uncertainties in the data
have been reasonably estimated. This, too, seems (and is) qualitative, but for
this level it’s the best we can do.

1. Try this example:

• http://physics.gmu.edu/~rubinp/courses/407/curvefit.py

2. Modify http://physics.gmu.edu/~rubinp/courses/407/freefalleuler.

py to fit the position versus time (heights versus times) simulated data
with and without air resistance, but without uncertainties:

Write a function that describes the motion with respect to time assuming
constant acceleration and then use curve fit(function, times, heights,

p0).

Plot the data and the fit, indicating (with text) on each plot (one without
and one with air resistance) the acceleration, initial velocity, and initial
position as determined by the fit, as well as R2 and χ2

ν .

3. Modify the previous problem to include uncertainties in the heights, but,
for now, in none of the other variables or parameters. Create a new array
for these. Assume an intrinsic uncertainty for each measurement (the
precision of the measuring instrument) and a smearing of the position
measurement that increases as the object’s velocity increases (a random
fraction of a number that is proportional to the velocity).

The magnitude of the first component of the uncertainty depends on the
type of measurement. Assume here that the measurement is digital (say,
counting pixels in a video recording scaled in some way to meters), then
the intrinsic uncertainty will be a random fraction of the half-width of a
uniform distribution, generated with u1 = np.random.uniform(-a, a),
where a is half the amount the least significant digit of the measuring
instrument can change (that is, if the least significant digit is in the tenth’s
place, and changes by 1, then a = 0.05).

The magnitude of the second component of the uncertainty results from,
say, the problem of resolving the image to one pixel, a problem that
gets worse with velocity. This probably involves sampling a triangu-
lar distribution, but can be well-estimated with a normal distribution,
such that the standard deviation is proportional to the velocity: u2 =

np.random.normal(scale=w*abs(v)), where w is the weight that the
smearing depends on the velocity (one standard deviation when the ve-
locity = 1 m/s). Make a reasonable guess here.

Working inside the for-loop, each “corrected” height would be yf + u1 +
u2, and the uncertainty array would be filled (append) with

√
[(0.68/0.58) ∗ u1]2 + u22

(see page 48 of the notes on data analysis to understand how to combine
uncertainties of different probability distributions).

4

http://physics.gmu.edu/~rubinp/courses/407/curvefit.py
http://physics.gmu.edu/~rubinp/courses/407/freefalleuler.py
http://physics.gmu.edu/~rubinp/courses/407/freefalleuler.py


Using the same function that describes the motion with respect to time
with constant acceleration and use curve fit(f, x, y, p0, sigma=sigmay,

absolute sigma=True).

Plot the data without and with air resistance, including error bars, and
the fit, indicating (with text) on each plot the acceleration, initial velocity,
and initial position as determined by the fit, as well as R2 and χ2

ν .
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